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Abstract

This article addresses test-level statistics commonly included in item analysis reports. It
provides a description of test score frequency distributions, measures of central
tendency, measures of variability, and reliability estimates. The paper examines how
these statistics are calculated and how to interpret them. Test developers in the
pesticide applicator certification and licensing community should become familiar with
this material to track test performance and, when necessary, serve as a means of
facilitating communication with interested stakeholders. Readers should also note that
no sample report is depicted in this article as these will vary from source to source.

Keywords: frequency distribution, mean, median, mode, range, standard deviation,
standard error of measurement, test score reliability, variance

Introduction

Test item analysis reports (herein referred to as test reports) are not just informative
about individual item (i.e., question) performance; they also reveal important test-level
statistics. Item analysis is the focus of a companion article previously published in this
journal (Martin, 2025). This paper examines test-level statistics available to state
pesticide lead agencies (SLAs) and pesticide safety education programs (PSEPs)
involved in pesticide applicator certification test development. These test-level statistics
serve to inform test developers about overall test performance. The statistics discussed
in this article are typically available in report form, already assembled either by the
SLA'’s test vendor or generated by the SLA’s in-house grading software.’

Frequency Distributions

A test score frequency distribution depicts in graph form the number of examinees who
received a given score at each score point along the continuum. Figure 1 is the
frequency distribution for a state pesticide applicator Core test administered to 234
examinees in the date range from May 1 to May 31, 2025, inclusive (i.e., the sample).
The test consists of 70 items, each worth one point. The horizontal axis in Figure 1
indicates all the test scores recorded for this period arranged in ascending order. The
vertical axis is the number of examinees per score. There were no scores at or below
24 and none at or above 68. Low score in this sample was 25 received by one
examinee. One examinee achieved a high score of 67. Most scores stack up in the
middle of the distribution between approximately 50 and 60.

" Readers familiar with basic descriptive statistics may elect to read the Summary and Recommendations
sections first, returning to introductory material for clarification as necessary.
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Figure 1. Core test score frequency distribution
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a. Numbers at the top of each score bar are how many examinees achieved that score.
b. The red score bar (at 49) is the minimum passing score for this test.

This distribution provides the reader with a visual depiction of how examinees are
performing on the test, suggesting the outline of a continuous curve. And it also serves
to introduce the additional descriptive statistics that follow.

Pass Rate

The pass rate is simply the percentage of examinees who score at or above the
minimum passing score. While typically provided directly in the test report, it is easily
determined from the frequency distribution. The minimum passing score on this test is
49. Figure 1 indicates that 169 examinees scored 49 or better on the test (six who
scored 49 + 11 who scored 50 + 10 who scored 51 + ... + one who scored 67 = 169).
The total number of examinees was 234, so the pass rate during May 2025, rounded to
the nearest whole number, is 72% (169/234 x 100 = 72.2%).

The pesticide applicator pass rate is a statistic of immediate interest to everyone
involved in the testing process. And that includes stakeholders from the SLA and the
PSEP to the candidate population, the regulated community, and concerned citizen
groups. So, readers are cautioned to interpret this statistic carefully. It changes with
time, and viewing a single date range will obscure much valuable information. The
author has observed, for example, with this test that the pass rate varies considerably
from month to month and that there is a noticeable seasonal nature to this variability.
Figure 2 is a scatter graph developed from data derived from the test reports. It tracks
the pass rate monthly from the test’s first administration in September 2020 to the time
this article was written. Pass rates are regularly highest during the cold months and
lowest during midsummer. (The latter observation is probably related to industry hiring
practices, availability of winter training programs, and employee turnover.)
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Figure 2. Core test pass rate: September 1, 2020 — May 31, 2025
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A dotted gray trend line added to the graph illustrates another important piece of
information about the test. This line (determined in Microsoft Excel) indicates that the
pass rate has increased over the lifespan of the test from roughly 62% to 77%. The
reason for the increase is likely due to item exposure, the familiarity that comes with the
administration of a test over a lengthy period. Examinees discuss their test experience
with colleagues and supervisors, leading to the test becoming a familiar commodity.
Pass rates increase because examinees today are often more aware of what they can
expect to see on the test than examinees who encountered the test shortly after it was
introduced five years ago. ltem exposure is inevitable. The crucial question is when to
deal with it. A case can be made that Figure 2 suggests this Core test would have
benefited from revision by at least the winter of 2024, the point where the seasonal high
and low pass rates are first observed to converge.

The critical concept to keep in mind is that pass rates are directly related to the
minimum passing score, which is a function of standard setting (i.e., how the passing
score is established). The minimum passing score is a quality metric applied to test
scores and not a statistic derived from test scores. See Martin & Reed (2020) for a
review of standard setting in a licensure context. Regardless of widespread interest in
test pass rates, in a licensure context there is no a priori target or preferred pass rate.

Measures of Central Tendency
Measures of central tendency are descriptive statistics that quantify the middle of a
frequency distribution. There are three measures of central tendency: the mode, the

median, and the mean. And while all three may appear on a test report, the mean most
certainly always will.
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Mode

The mode is the score earned by the most examinees. It is readily identifiable and gives
a rough indication of centrality. There may be multiple modes within a sample. For
example, there are two modes among the group of scores that make up the distribution
illustrated in Figure 1. The first is at score 54 (14 examinees) and the other at score 58
(another 14 examinees).

Median

The median is the score that falls precisely in the middle of the distribution. Line the
scores up from lowest to highest and identify the score where 50% of all scores are
below it and the other 50% are above. That score is the median. The median score in
the distribution in Figure 1 is 54.

Mean

The mean is the most common way to quantify the central value in a score frequency
distribution. The mean score is the arithmetic average of all scores in a sample. In the
case of Figure 1, the sum of all 234 test scores is 12,312 and the mean, rounded to the
nearest tenth, is 52.6 (i.e., 12,312 /234 = 52.615, or for present purposes, 52.6).2 The
mean is often denoted on test reports by x.

The reader should note that the mode, the median, and the mean will assume the same
value when the distribution is unimodal and perfectly symmetrical (i.e., the right and left
halves are mirror images). They diverge when the score distribution is asymmetrical, as
in Figure 1. Further, while each measure of central tendency has some utility, the mean
is computationally necessary for the additional descriptive statics that follow.

Measures of Variability

Variability, or the score spread in a frequency distribution, can be quantified in several
ways. These include the range, the variance, and the standard deviation. As with the
measures of central tendency, test reports may convey several measures of variability,
but one, the standard deviation, will always be provided.

Range

The range, like the mode, is another rough-and-ready metric. It is simply the difference
between the highest and lowest scores in a distribution. In the case of the scores in
Figure 1, the range is the difference between 67 (high score) and 25 (low score). The
author finds the range useful for quickly assessing whether the low score in a sample is
unusually low. The chance score on a three-option multiple-choice test is 33% of the

2]n the case of a test where each item is worth one point, all scores will be whole numbers. However,
where a test-level statistic extends beyond the decimal point, the author elected to round to the nearest
tenth to help maintain accuracy in subsequent calculations that involve the statistic.
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total score points, or approximately 23 points on a 70-item test. Low score, 25, in the
present case is about where it is expected. Anything lower might suggest an
administrative problem (e.g., an examinee having to leave the testing site, mid-
administration). Test developers can also expect to see the occasional perfect score.
Although uncommon, they will occur and are no cause for alarm.

The range, not surprisingly, is often used in conjunction with the mode. And, while these
two statistics are descriptive of a distribution, they are also computational dead ends.

The interquartile range is a variant that does provide more information about a
distribution, beyond its beginning and end. This statistic indicates where scores occur
between the 25" and 75™" percentile of examinees. Line up the scores in a sample from
lowest to highest and calculate how many scores constitute 25% and 75% of the total,
respectively. For example, there are 234 scores included in Figure 1, and 25% of 234
equals 59 (rounded to the nearest whole number (i.e., 0.25 x 234 = 58.5, or 59). Count
up from the lowest person’s score to the 59" person’s score. Person 59 achieved a
score of 48. The 25" percentile lies at score 48. Repeat to determine the 75" percentile,
and that score is 58. The interquartile range is 10 score points (i.e., 58 — 48 = 10). In
effect, the middle 50% of all examinee scores in this sample fall between 48 and 58.
The interquartile range aligns with the median, and these two statistics find their best
application where score distributions are markedly asymmetrical (more about this to
follow).

Variance

The variance is a measure of variability that reflects the distance, or deviation, of each
score from the group mean score. The calculation begins by subtracting the group
mean from each examinee’s score. If, as in the example from Figure 1, for that person
who scored 25, their distance from the group mean (52.6) yields a deviation score of -
27.6 (i.e., 25 — 52.6 = -27.6). Next, their deviation score is squared. So, the squared
deviation score of -27.6 is -27.62 or 761.76. If these two procedures are performed on
every score in a sample, then an average squared deviation can be calculated. From
Figure 1, the sum of all squared deviation scores is 14,385.4 and the average squared
deviation score, referred to as the variance, is 61.5 (i.e., 14,385.4/234 = 61.472, or
61.5). The variance is often denoted on test reports as s?.

The immediate question raised by this series of calculations is, “Why square the
deviation scores in the first place?” The reader will note that every score below the
group mean score will yield a deviation score with a negative value, and every score
above the mean will yield a deviation score with a positive value. Any attempt to
calculate an average deviation score at that point will result in a value approaching zero.
In effect, the deviation scores below the mean cancel out the deviation scores above
the mean. Squaring the deviation scores eliminates this problem.

Journal of Pesticide Safety Education Volume 28 Page 5



The score variance is computationally very useful, as will be shown, but difficult to
interpret. To render it readily interpretable, it can be scaled back to align with the
original raw scores from which it was derived, which leads to the next statistic.

Standard Deviation

Scaling the variance back to the same level as the original raw scores is simply a matter
of taking its square root. The square root of the variance is referred to as the standard
deviation. In the present example, the variance is 61.5, so the standard deviation is the
square root of 61.5, or 7.8 (i.e., V61.5 = 7.842). The standard deviation is often denoted
on test reports as s (without the square sign).

The standard deviation is a particularly important metric because of its relationship to
the normal distribution, commonly called a bell curve. A normal distribution is
symmetrical, has a single mode, and the mean, median, and mode are the same value.
The standard deviation divides a normal distribution into six segments along the
horizontal axis.

Figure 3. A standard normal distribution
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Figure 3 illustrates the relationship between each standard deviation and the
corresponding area under the curve. Given a data set that approaches a normal
distribution, approximately 68% of all values will fall between plus or minus one
standard deviation around the mean (i.e., 34% + 34% = 68%). It follows that 95% of all
values will occur between plus or minus two standard deviations around the mean, and
almost all of the data will lie between plus or minus three standard deviations around
the mean.
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For example, in the present case the mean calculated from the distribution in Figure 1 is
52.6 and the standard deviation is 7.8. So, the reader should expect that 68% of all
scores in Figure 1 will lie between a score of approximately 45 and 60 (i.e., 52.6 — 7.8 to
52.6 + 7.8 or 44.8 to 60.4). A review of Figure 1 indicates that there are 160 scores that
fall between 45 and 60 accounting for 68.4% of all scores in the sample (i.e., 160/234 x
100 = 68.37%), very close to the 68% predicted under the normal curve. The fit is
imperfect because the distribution in Figure 1 is not perfectly symmetrical and the mean,
median, and mode(s) are not the same value. Although normal distributions are
uncommon among samples of this kind, score reports will nonetheless always include
the mean and standard deviation. However, sometimes a distribution is asymmetric to a
point where the mean and standard deviation are no longer the preferred statistics to
quantify central tendency and variability. The user should be alert to this possibility and
how to detect it and respond properly. That advice follows.

Skewness

Figure 4 depicts a negatively skewed distribution. It is decidedly asymmetrical. One tail
appears exaggerated, extending to the left. And the mean, median, and mode do not
align. Note that the mean is the statistic most sensitive to outlier values that produce the
tail.

A positively skewed distribution leans the other way with the exaggerated tail extending
to the right. A negative skew is the more common of the two types among licensure test
score frequency distributions because these tests are specifically designed to fail only
the genuinely unqualified examinee.

Figure 4. A frequency distribution that skews left (a negative skew)

mode
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As skewness increases in severity, the mean (and the standard deviation) become less
accurate descriptors of the overall distribution. At this point the reader will observe that
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Figure 1 depicts a frequency distribution that skews left. This raises the question, “When
is skewness sufficient to abandon the mean and standard deviation in favor of the
median and interquartile range?” Unfortunately, there is no rule of thumb to guide the
test developer. The examples offered in this paper suggest that the mean and standard
deviation calculated from the data in Figure 1 work well enough, even given that
distribution’s degree of skew. Regardless, every test report, whether vendor- or grading
software-generated, will calculate a group score mean and standard deviation for a
given sample, even where the data is strongly skewed. So, it is incumbent on the test
developer to recognize any limitations this may entail.

To this point, the author has provided background sufficient for members of the
pesticide applicator certification and training community to identify and interpret
common elements of their test reports. Readers interested in a more detailed discussion
of basic descriptive statistics found on test reports are encouraged to review Nunnally
(1978), Allen & Yen (1979), and Crocker & Algina (1986). This author recommends that
SLA test developers obtain at least one of these references for their office libraries.

Test Score Reliability

The remaining statistics typically available on test reports are reliability estimates.
Reliability refers to the replicability of test scores (analogous to that term’s use in the
natural sciences). Reliability estimates, by extension, indicate the degree to which
random error affects test scores.

Conceptualize a test as a random sample of items drawn from a content-relevant
universe of items. The test is scored by the total number of items correct, but those
scores are never a perfectly precise measure of true achievement on the concept that
the test developer aims to measure—in our case, pesticide applicator job knowledge.
Unfortunately, there are numerous extraneous variables that obscure true achievement.
Collectively, these extraneous variables are referred to as random error and stem from
the examinee’s physical and mental state at the time of administration, test
administration conditions, and especially the items that constitute the sample (in this
case, the test itself). Unavoidably, actual or observed scores always consist of a true
score component and a random error component.

One way to understand reliability is by application of a statistic described already—
variance—in this case, score variability due to true differences in achievement among
individuals in a group and score variability due to random error. In fact, reliability can be
expressed mathematically as a ratio of true score variance to observed score variance:

reliability = variance true score/Variance observed score
Error-prone observed score variance, the denominator in this fraction, will always be
larger than true score variance, the numerator, which is free from error influence. As

error variance diminishes in observed scores, the denominator decreases and the ratio
approaches 1. Conversely, as error variance increases in observed scores, the
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denominator increases and the ratio approaches 0. The bounds of 1 (no error) and 0
(overwhelming error) are a feature of KR-20, described below, the most common single-
administration reliability estimate that a test developer will encounter on a test report.
Reliability estimates approaching 1 indicate minimal error influence, a positive situation.
Reliability estimates approaching 0 indicate a serious problem, where error influence on
scores may render test scores uninterpretable in terms of intended score use.

Easily interpreted in the abstract, an immediate practical problem presents itself. True
scores are unobservable. In order to estimate reliability, certain assumptions must be
made first.

KR-20

KR-20, applicable to multiple-choice items, is named for its authors, Kuder &
Richardson (1937), who first explicated the statistic. It is a procedure for estimating
reliability based on the assumption of internal consistency. This refers to the degree to
which items on a test are homogeneous, meaning they are measuring the same
concept. Internal consistency serves as a proxy for error estimation.

KR-20 need not be calculated by the test developer. The test vendor’s report or the
grading software will perform this function. But the computational formula is instructive:

KR-20 = k/k-1 x (Z pq/ S? test score).

The value k/k-1 is a correction factor that improves the accuracy of the overall statistic.
The variable k represents the total number of items on the test. And as the number of
items on the test increases, the contribution of k/k-1 diminishes.

The value (1 — Z pg/ s? test score) addresses the extent to which the items on the test
measure the same concept. The variable p is the portion of examinees who score a
given item correctly, and the variable q is the portion of examinees who got the same
item wrong. Since multiple-choice items can only vary in two ways, correct or incorrect,
pq (i.e., the product of p x q) is the variance for an individual item. The ¥ symbol
indicates a summation of all the item pq values on the test. And s? test score is the test
score variance, described earliers. The test score variance, s? test score, has a sizable
effect on the magnitude of KR-20. As s? test score increases, the fraction for which it
serves as the denominator decreases and the quantity within the parentheses
approaches 1.

Now, high reliability indicates limited error influence on group test scores. Test
developers are likely to obtain KR-20 values in the .70 to .90 range. A KR-20 value
greater than or equal to .90 is considered ideal (Nunnally, 1978). A KR-20 value less
than .70 may indicate a problem. This author is comfortable with, and generally

3 The test score variance, s? test score, includes all the individual item variances plus all the ways that the
items vary with one another (i.e., co-vary).
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observes, their certification test KR-20 values in the range of .80 — .85. The KR-20 value
for the 70-item, state Core exam serving as an example in this paper is .83.

Test developers should be aware that several factors will influence test score reliability
estimated by KR-20. Remember that KR-20 assumes test item homogeneity. A
homogeneous test is one that addresses a single topic, narrowly defined. For example,
a test of basic arithmetic skills, narrowly defined as facility at addition and subtraction of
two-digit numbers. Licensure tests are rarely homogeneous in this sense. Yes, they
address a single topic, pesticide applicator job knowledge, but typically that includes
both numeric skills (e.g., application arithmetic) and verbal knowledge (e.g., chemistry,
biology, mechanics, and regulations). Violation of the assumption of homogeneity will
yield a lower KR-20 value.

KR-20 is also influenced by range restriction. This is where an examinee group is more
alike with respect to their mastery of test content than they are different. It might be a
case where an examinee group consists of primarily high- or, for that matter, low-
achieving individuals. In the context of pesticide applicator certification, range restriction
might occur where a group has participated in precertification training that included
study materials provided in advance of classroom instruction. An examinee group of this
type will likely see the range of test scores narrow and the majority of test scores shift
toward the upper end of the score distribution. Where range restriction occurs, test
score variance (s? test score) decreases, reducing KR-20.

One final, and critical, variable that affects KR-20 is test length. All other things being
equal, a longer test is a more reliable test. More items are always preferred for two
reasons. First, a longer test constitutes a larger sample of items, and larger samples are
more representative of the content of interest. Second, a longer test yields more ways
for individual items to vary among themselves. This gives a significant boost to the size
of s? test score in the computational formula for KR-20. Increasing test length is the most
obvious means of addressing a low KR-20 value.

Standard Error of Measurement

Another approach to estimating the influence of error on test scores is by the standard
error of measurement (SEM). Unlike KR-20, which addresses error influence on a group
of test scores, the SEM applies instead to error influence on individual test scores.

A useful means of understanding SEM is by analogy with a person repeatedly standing
on a bathroom scale. Each time they weigh themself, the reading is likely to be slightly
different. Differences are due to where the scale is placed, how the person stands on
the scale, and mostly to the quality of the scale itself. Recording each reading will yield
a distribution of weight measurements. The mean (average) reading is that person’s
“true” weight as measured by that particular scale. The variability around the mean is
due to error. The more variability, the greater the error component associated with
measuring someone on that scale. Consider the SEM as the standard deviation
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resulting from repeatedly measuring a person on a scale, or in the present context, a
test.

Because examinees are not tested repeatedly, the SEM is also an estimate. And this
statistic will also be available on a test report, but the computational formula, as with
KR-20, is instructive. The SEM is a function of the test’s standard deviation and its
reliability estimate. The SEM equals the test standard deviation multiplied by the square
root of 1 minus the reliability estimate.

SEM = S test score X V1 — KR-20

For example, the state Core test serving as a basis for this paper has a standard

deviation of 7.8 and a KR-20 value of .83. The SEM = 7.8 x V1 —.83 or 3.2. So, what
does it mean? The SEM is in the same units as test score points. Recalling how the
standard deviation relates to a normal distribution, there is a 68% likelihood that an
individual examinee’s true score on this test will fall somewhere within a range of plus or
minus 1 SEM, or approximately six score points.

If, and for illustrative purposes only, we look at an examinee whose score falls exactly
on the minimum passing score (49) for this state’s Core test, we might conclude that
there is a 68% probability their true score actually lies between 46 and 52. Although
placing confidence intervals on test scores based on the SEM should be avoided for
reasons beyond the scope of this paper, used as an example it clearly shows the
degree to which random error can lead to a pass/fail misclassification.

The SEM is a statistic whose interpretation is not exactly straightforward. Smaller is
better, but there are no upper or lower bounds for this statistic as there are for KR-20.
The author’s experience with a 70-item test is that an SEM no greater than 3.5 is
acceptable. And while admittedly subjective, the reader should find their own comfort
level with an SEM, keeping in mind test length and the “rough” confidence level around
scores, especially at the passing point.

Interested readers can pursue test reliability in more depth in the several texts
mentioned previously by Nunnally (1978), Allen & Yen (1979), and Crocker & Algina
(1986). Another key citation includes the extensive book-length chapter on reliability by
Feldt & Brennan (1989). And an historical overview and evolution of KR-20 may be
obtained by reading in chronological order Cronbach (1951), Cronbach & Shavelson
(2004), and Kuder & Richardson (1937).

Summary
The test-level statistics discussed in this paper are commonly available in test reports
that SLAs can obtain from either their test vendor or their in-house grading software.

These statistics summarize various aspects of test performance, are readily
interpretable, and should be reviewed by the test developer on a regular basis.
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The test score frequency distribution tabulates examinee score results over a date
range (i.e., sample) that is either preset by the vendor or otherwise selected by the test
developer. It offers, often in graph form, a depiction of scores from highest to lowest and
everything in between. A sufficient number of scores in the sample will yield a curve that
begins to suggest a bell shape: highest in the middle, lowest at both ends, right and left.
The author advises that the distribution and the accompanying test statistics provided in
a test report begin to stabilize after administration to 150 or more examinees (see also
Martin, 2025).

The passing rate is the percentage of examinees who score at or above the minimum
passing score. If this statistic is not provided directly in the test report, it can and should
be easily calculated by the test developer. When reviewing pass rates for a given date
range, remember that:

* The pass rate is a function of the minimum passing score.

* In a licensure context, there is no predetermined, ideal passing rate.
* This statistic is of high interest to all stakeholders.

 Pass rates may vary considerably over time.

* They are likely to increase as the test ages.

The author recommends tracking passing rates on a monthly basis.

Test reports will invariably provide basic descriptive statistics relating to the frequency
distribution. These include measures of central tendency and measures of variability.

Measures of central tendency include the mode, the median, and the mean. The mode
is the score that occurs most frequently in a distribution. (And a distribution may be
multimodal.) The median is the score that falls directly in the middle of the distribution—
the score where half of all scores are below it and the other half above. (The mode and
median may not appear on all test reports but are easily calculated by the test
developer.) Finally, the group mean score is simply the arithmetic average of all scores
in a distribution. It is computationally very useful and will always appear on a test report.

Measures of score variability (i.e., score spread) include the range, variance, and
standard deviation. The range is the difference between the highest and lowest scores
in a frequency distribution. The test developer can expect a range from some low
scores at or near the chance score, a result of random guessing, to some perfect scores
where high achievers got all items on the test correct.

The variance is the average of the squared differences between the group mean score

and each individual score for every examinee in a sample. It is a foundational concept in
statistical analysis, a critical variable in many statistical formulas, and the precursor to
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the standard deviation. The standard deviation is the square root of the variance and on
the same scale as the score points. While the variance and the standard deviation both
indicate whether a score spread is large or small, the standard deviation also has a
useful relationship to a normal distribution (i.e., one that is symmetrical, unimodal, and
where the mode, median, and mean are all the same). The standard deviation divides a
normal distribution into six even segments such that plus-or-minus one standard
deviation from the mean encompasses 68% of all scores in the distribution. Plus-or-
minus two standard deviations include 95% of all scores in the distribution and plus-or-
minus three standard deviations, nearly all scores.

Two other test-level characteristics found on all test reports address the concept of test
score reliability. Reliability is analogous to replicability if test developers could retest
examinees to determine whether score results remained consistent. As this is
impractical, reliability is typically estimated from a single administration. It serves as a
coefficient of error, indicating the extent to which random error affects score results.
High reliability reflects limited error influence.

One approach to the reliability of group test scores is by internal consistency, or item
homogeneity. KR-20 is a common reliability estimate found on SLA test reports based
on this concept. It can assume values from 0 to 1. Values approaching 1 are desirable,
indicating a high degree of homogeneity understood as precision or freedom from error
influence. KR-20 values exceeding .90 are the gold standard, but this statistic is
affected by the extent to which test items are homogeneous, the test score variance,
and the number of items on the test. Homogeneity is problematic for licensure tests that
typically address numeric skills and a variety of verbal knowledges. This author’s
experience is that adequate KR-20 values for pesticide applicator certification exams
are in the range of .80 -.85. Values that fall below .70 may indicate a problem that can
be fixed by increasing test length.

Another way to examine reliability is by the standard error of measurement, a statistic
applied to individual scores. The SEM is interpreted in much the same way as a test
score standard deviation, where there is a 68% likelihood that a given examinee’s test
score will lie within a range of plus-or-minus one SEM. The SEM, like the test score
standard deviation, is also in the same units as score points. So, once gleaned from a
test report, its application to any score that is close to the passing point can provide the
test developer with an idea of just how problematic random error may be. It is a difficult
statistic to interpret because there are no rule-of-thumb bounds, but in the author’s
experience an SEM less than 3.5 on a 70-item test is probably acceptable.

Recommendations

Those SLAs new to, or otherwise unfamiliar with, the content of this paper are
encouraged to contact their test vendor or grading software provider for information
about how to access test reports. They should familiarize themselves with common test
report statistics discussed above, what they mean, and how to interpret them. Test-level
statistics are best reviewed on a regular basis, ideally monthly. They reveal a wealth of
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information about overall test performance. And they serve as an evidentiary basis for
discussions with stakeholders who may rightfully inquire about important test
characteristics.

Acknowledgments

The author extends his sincere gratitude to three anonymous reviewers whose
thoughtful suggestions improved this manuscript considerably. A note of special
appreciation is also long overdue to the editors of this Journal, Mike Weaver and Susan
Terwilliger, Virginia Tech (retired), and Fred Whitford, Purdue University, not just for
their efforts on this article but for those others that made it into publication too.

References
Allen, M., & Yen, W. (1979). Introduction to test theory. Wadsworth, Inc: Belmont, CA.

Crocker, L., & Algina, J. (1986). Introduction to classical and modern test theory. Holt,
Rinehart, & Winston: New York.

Cronbach, L. (1951). Coefficient alpha and the internal structure of tests. Psychometrika
16(3): 297-334.

Cronbach, L., & Shavelson, R. (Ed.). (2004). My current thoughts on coefficient alpha
and successor procedures. Educational and Psychological Measurement 64(3): 391-
418.

Feldt, L., & Brennan, R. (1989). Reliability. In Linn, R. (Ed.). Educational measurement
(3rd ed.). American Council on Education. Macmillan Publishers: New York.

Kuder, G., & Richardson, M. (1937). The theory of the estimation of test reliability.
Psychometrika 2(3): 151-160.

Martin, A. (2025). You worked so hard to write those certification test items. How well
are they performing? Journal of Pesticide Safety Education. In press.

Martin, A., & Reed, L. (2020). Credentialing pesticide applicators: Standard setting in a
licensure context. Journal of Pesticide Safety Education 22.

Nunnally, J. (1978). Psychometric theory (2nd ed.). McGraw-Hill: New York.

Journal of Pesticide Safety Education Volume 28 Page 14




    x -


   61 . 5


   1 − KR - 20


   1 − . 83

